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Overview of Shrinkage Estimation and its Benefits 
 The covariance matrix of returns  plays a central role in Markowitz portfolio theory; 
however, in practice it is unknown and must be estimated from historical data. Although the 
sample covariance matrix  is an unbiased estimator of , it is extremely unstable when the 
number of parameters is large compared to the number of returns. One approach to portfolio 
optimization replaces the unknown  with a shrinkage estimator. Ledoit and Wolf (2003) 
propose to shrink  towards structured matrices to produce an estimator with relatively small 
error in comparison to . 

Define  as the MLE of  where  are the vectors 
of observed returns. Ledoit and Wolf claim that the matrix entries of  have high variance even 
though they are unbiased. In contrast, a linear combination of  with a structured matrix A with 
fewer parameters sacrifices bias for a much smaller variance. Ledoit and Wolf consider A that 
corresponds to the single-factor model in CAPM. It is also common to use the diagonal entries of 

 or an identity matrix for A. The shrinkage estimator then becomes a convex combination of  
with some chosen target A: 

 
where , the optimal shrinkage intensity, is between 0 and 1 and is chosen to minimize the mean 
squared error of the shrinkage estimator. Ledoit and Wolf (2003) provide an analytical method 
for doing this. Figure 1 illustrates the large variance in  ( =0) despite its zero bias and shows 
that the optimal  can achieve minimal MSE. Although the sample covariance matrix is the best-
unbiased estimator, shrinkage estimation sacrifices bias for variance to reduce the overall error. 

 
Figure 1: Plots of MSE, Squared Bias, Variance as function of  

 Shrinkage estimation of the sample covariance matrix is particularly important when the 
sample size n is smaller than the number of assets p. For , the empirical estimate of the 
covariance matrix becomes singular and has eigenvalues of zero, i.e. it cannot be inverted 
because it is no longer positive definite. Without , it is not possible to compute the optimal 
portfolio weights. However, a shrinkage estimator of the covariance matrix will always be 
invertible because the prior matrix A is always invertible. 

In general,  is unstable and performs poorly when  is not small compared to 
n. James Stein (1961) found that the shrinkage estimator always improves upon the total mean 
squared error and outperforms the maximum likelihood estimator when there are more than three 
parameters to estimate. He concluded that the shrinkage estimator is more efficient in terms of 
mean squared error in small samples. The sample covariance matrix tends to underestimate the 
smallest eigenvalues and overestimate the largest eigenvalues in the population covariance 
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matrix. From figure 2, these features of  are readily apparent. What else is clear is that as the 
number of parameters increases relative to the number of returns, the disparity increases. The 
problem in portfolio optimization is that quadratic programming emphasizes the entries with the 
lowest variance even though these are precisely the entries that contain the most error. The 
sample covariance matrix overfits the sample data and is influenced by extreme values. 

 
Figure 2: Red=Sample Covariance Matrix Eigenvalues, Black=Covariance Matrix Eigenvalues 

Shrinkage estimators, on the other hand provide a more baseline level of variance and 
covariance estimation. By using a convex combination, less weight can be placed on extremely 
high or low values in , reducing their influence and providing a more robust estimator. This 
allows more accurate estimation of the eigenvalues of  and reduces the emphasis on extreme 
values in quadratic programming as extreme values in  are pulled to a more central level. 

Shrinkage estimators are widely used because it is common in practice to only have a 
small sample size of past returns compared with the number of stocks used. Possible structural 
changes over time make it impractical to look at returns too far in the past. In fact, some 
companies may not have existed for a sufficient period of time to gather enough historical 
returns. Some researchers have found that Markowitz optimized portfolios using  with a small 
number of observations actually perform worse than equally weighted portfolios because  gives 
extreme long or short positions, causing investors to miss out on diversification. Shrinkage 
estimators provide a means to correct for poor performance of the MLE in these situations. 
 
Statistical Model 
 The model is taken from Ledoit and Wolf (2003). When looking at portfolio optimization 
with shrinkage estimators, some assumptions regarding the data need to be made. 
Assumption 1: Stock returns are independent and identically distributed (iid) through time. 

Although actual stocks do not behave according to Assumption 1, it is acceptable for 
approximation. Most current estimators for the covariance matrix are based on this 
assumption, and it is not currently clear that one can improve out-of-sample 
performances by considering dependence and conditional heteroskedasticity. 
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Assumption 2: The number of stocks N is fixed and finite, while the number of observations T 
goes to infinity. 
Assumption 3: Stock returns have finite fourth moment. 

This assumption is necessary in order to apply the Central Limit Theorem to sample 
variances and covariances (especially because stock returns are not assumed to be 
normally distributed). 

Assumption 4: The market portfolio has positive variance. 
Consider N stocks whose returns are distributed with mean vector  and covariance matrix . 
Markowitz defines the problem of portfolio selection as follows: 

 
Subject to:   
   

where q is the expected rate of return required of the portfolio. 
The solution is: 

 
where  ,  ,  and   

As one can see, the solution depends on the inverse of the covariance matrix. This may become 
difficult when the covariance matrix estimator is not invertible or a poor estimate.  
Let  be any invertible matrix, and  be the sample covariance matrix. The shrinkage estimator 
is: 

 
To find a consistent estimator of the optimal shrinkage constant, we first need to find a consistent 
estimator for . We can decompose  into ,  into 

, and  into .  
In Ledoit and Wolf’s paper on Shrinkage Estimation, they provide three lemmas: 
Lemma 1: A consistent estimator for  is given by: 

 
Lemma 2: On the diagonal a consistent estimator of  is given by , and for  a 
consistent estimator of  is given by . 
Lemma 3: A consistent estimator for  is its sample counterpart 

. 
 is a consistent estimator for the optimal shrinkage constant  by 

combining the results of Lemmas 1-3. 
 
Data and Methodology 

To test the benefits of shrinkage estimation over just using  in portfolio optimization, a 
simulation study was conducted. Monthly returns for 15 stocks over 10 years were collected. 

Ticker Symbol Company Name Ticker Symbol Company Name 
ORCL Oracle PG Proctor and Gamble 
MSFT Microsoft PFE Pfizer 

KO Coca Cola JNJ Johnson & Johnson 
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XOM Exxon Mobil JPM JP Morgan 
GE General Electric WMT Wal Mart 

IBM IBM BAC Bank of America 
CVX Chevron C Citigroup 

AAPL Apple   
Figure 3: Table of Stocks used for simulation study 

From the dataset a vector of mean returns and the sample covariance matrix, denoted the 
empirical matrix ( ), were calculated. These were then used to simulate from a multivariate 
normal distribution. Various “time series” of returns were generated for the 15 stocks: 200, 120, 
50, and 20 days. 

 
Figure 4: Time series of real and simulated data plotted over one another (120 days) 

A sample covariance matrix ( ) was calculated for each of the four simulations. Then, 
two shrinkage estimators were formed for each batch of generated data. One shrinkage estimator 
used the identity matrix as the prior matrix, and the other was formed using the diagonal of the 
sample covariance matrix as the prior matrix. The shrinkage intensity , which was calculated 
using an algorithm based on the work by Ledoit and Wolf (2003), was then applied to find an 
optimal convex combination of  and the appropriate prior matrix. 

The benefit of a simulation study such as this is that the “true” covariance matrix  is 
known since returns were simulated from a multivariate normal distribution using a covariance 
matrix based on real data. Because of this fact, it was easy to test the modeling accuracy of the 
three estimators in the four cases by comparison to . 

The estimators were tested in terms of portfolio optimization and eigenvalue accuracy. 
Each of the three estimators for  was used in Markowitz porfolio optimization, and the efficient 
frontiers for all three estimators were plotted on the same graph. In addition, the efficient frontier 
from portfolio optimization on the empirical covariance matrix ( ) was plotted. This was 
repeated for all four simulated time series with short selling allowed. Accurate modeling of  for 
the three estimators was judged qualitatively upon how closely the efficient frontier of the 
estimator matched the efficient frontier using .  
 
Results 

Upon looking at the efficient frontiers, the results matched the findings of papers 
addressing similar issues.  
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Figure 5: Efficient frontiers of estimators and true covariance matrix 

It is clear that as the number of returns becomes smaller relative to the number of stocks, the 
sample covariance matrix frontier was vastly different from the empirical frontier. The frontiers 
of the two shrinkage estimators were closer and more accurately modeled the frontier of . As 
the number of returns got smaller, the sample covariance matrix performed worse. Its decent 
performance for 200 returns reflects the fact that as the number of returns gets larger, the sample 
covariance matrix approaches  because of the asymptotic properties of the MLE. The diagonal 
shrinkage estimator best modeled the empirical covariance frontier. 

A plot was also constructed graphing the eigenvalues of the three estimates and the 
eigenvalues of the empirical covariance matrix. 

 
Figure 6: Eigenvalues of estimators and  
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A similar trend was seen as in the frontier plot. As the number of returns decreased, the sample 
covariance matrix performed worse. The identity matrix performed the same as the sample 
covariance matrix because its shrinkage intensity was close to zero. The best estimator of the 
empirical matrix in the smaller sample sizes was the diagonal shrinkage estimator. 

 
Figure 7: Shrinkage Intensity plotted over number of returns 

The convergence of the shrinkage estimators to  in can be explained by figure 7. As the number 
of returns increased the shrinkage intensity went to zero and the shrinkage estimator approached 

. 
All three estimators in each of the four cases were tested on future data running from 

January 2011 to April 2011. Monthly returns for the fifteen stocks were calculated and the return 
based on the optimal portfolio using the estimators in each of the four cases was found. 

 
Figure 8: Barplots of future returns using three estimators 



  8 

There was no real difference in performance on future data in terms of returns. All estimators 
performed about equally, but the diagonal shrinkage estimator was slightly better in situations 
with a smaller number of returns.  

The results of the simulation study suggest that as the sample size gets smaller, shrinkage 
estimators perform better than the sample covariance matrix and provide a more accurate 
estimator of the covariance matrix. As the sample size gets larger, both the sample covariance 
matrix and the shrinkage estimators perform equally well in modeling the covariance matrix. The 
asymptotic theory of the MLE kicks in and the shrinkage intensity goes to zero. Therefore, it 
appears there is no reason not to use shrinkage estimators in portfolio optimization. Shrinkage 
estimators fix the drawbacks of the sample covariance matrix as an estimator in small sample 
sizes while still preserving the asymptotic properties of the MLE in large samples. 
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Appendix 
 
R code: 
#####Graphing Eigenvalues for Historical Data##### 
returns = read.csv("returns.csv", header=TRUE) 
attach(returns) 
return.mat = matrix(NA, nrow=24, ncol=10) 
 
#10 stocks, each with 24 return values 
for (i in 0:9) 
{ 
 return.mat[,i+1] = RETX[(i*24+1):(i*24+24)] 
} 
#Finding eigenvalues and eigenvectors 
true.eg = eigen(cov(return.mat)) 
#Plotting eigenvalues 
plot(true.eg$values[order(true.eg$values,decreasing=TRUE)], 
type='l') 
#Finding covariance matrix and mean returns 
sigma0 = cov(return.mat) 
mu0 = rep(0, 10) 
for (i in 1:10) 
{ 
 mu0[i] = sum(return.mat[,i])/24 
} 
mu0 = t(t(mu0)) 
#install MASS 
#Simulating multivariate normal with 100 entries, with 
parameter/returns = 0.1# 
sim1 = mvrnorm(100, mu0, sigma0) 
sigma1 = cov(sim1) 
eg1 = eigen(sigma1) 
plot(eg1$values[order(eg1$values, decreasing=TRUE)], 
type='l', main = "p/n = 0.1", xlab = "# of Parameters", 
ylab = "Eigenvalues") 
lines(true.eg$values[order(true.eg$values,decreasing=TRUE)]
, type='l', col = "red") 
#Do the same for p/n=0.5, 2, and 5 
#Graph eigenvalues of simulation, and compare to that of 
true covariance matrix# 
par(mfrow=c(2,2)) 
plot(eg1$values[order(eg1$values, decreasing=TRUE)], 
type='l', main = "p/n = 0.1", xlab = "# of Parameters", 
ylab = "Eigenvalues") 
lines(true.eg$values[order(true.eg$values,decreasing=TRUE)]
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, type='l', col = "red") 
#Then plot the same for p/n=0.5, 2, and 5 
 
#####Graphing Efficient Frontiers##### 
monthly.returns = read.csv('Stock Returns 
Data.csv',header=T) 
#Finding empirical covariance matrix and mean 
emp.covmat = cov(monthly.returns[,2:16]) 
emp.mean = as.matrix(sapply(monthly.returns[,2:16],mean)) 
 
require(MASS) 
#Simulating data from a multivariate normal distribution 
for 200 returns per stock 
sim.data = mvrnorm(n=200,mu=emp.mean,Sigma=emp.covmat) 
#Finding sample covariance and mean 
sample.cov = cov(sim.data) 
sample.mean = 
as.matrix(sapply(as.data.frame(sim.data[,1:15]),mean)) 
 
#Forming identity and diagonal matrices as prior matrices 
A.id = diag(1,15) 
A.diag = diag(diag(sample.cov),15) 
 
require(tawny) 
#Creating a function to find shrinkage matrix 
cov.create = function(lambda,A) { 
 sample.cov*(1-lambda)+A*lambda } 
#Setting identity matrix as prior matrix, we found the 
optimal lambda as lambda1, and created the shrinkage matrix 
lambda1 = 
shrinkage.intensity(returns=sim.data,prior=A.id,sample=samp
le.cov)/length(sim.data[,1]) 
shrinkage.id = cov.create(lambda=lambda1,A=A.id) 
#Setting diagonal matrix as prior matrix, we found the 
optimal lambda as lambda2, and created the shrinkage matrix 
lambda2 = 
shrinkage.intensity(returns=sim.data,prior=A.diag,sample=sa
mple.cov)/length(sim.data[,1]) 
shrinkage.diag = cov.create(lambda=lambda2,A=A.diag) 
 
require(quadprog) 
#Finding optimal weights for portfolio 
getweights = function(Sigma) { 
 dvec = matrix(rep(0,15)) 
 amat = matrix(rep(1,30),ncol=2) 



  12 

 amat[,2]=sample.mean 
 amat = cbind(amat,diag(1,15)) 
 bvec = matrix(c(1,mean(sample.mean),rep(0,15))) 
 weights = 
solve.QP(Dmat=Sigma,dvec=dvec,Amat=amat,bvec=bvec,meq=2)$so
lution 
 matrix(weights) } 
weights.sample = getweights(sample.cov) 
weights.id = getweights(shrinkage.id) 
weights.diag = getweights(shrinkage.diag) 
#Calculating returns with weights of each type 
t(sample.mean) %*% weights.sample 
t(sample.mean) %*% weights.id 
t(sample.mean) %*% weights.diag 
 
t(weights.sample) %*% sample.cov %*% weights.sample 
t(weights.id) %*% shrinkage.id %*% weights.id 
t(weights.diag) %*% shrinkage.diag %*% weights.diag 
#Efficient Frontier function 
efficient.portfolio <- function(er, cov.mat, target.return) 
{ 
 call <- match.call() 
 asset.names <- names(er) 
 er <- as.vector(er)      
 cov.mat <- as.matrix(cov.mat) 
 if(length(er) != nrow(cov.mat)) 
 stop("invalid inputs") 
 if(any(diag(chol(cov.mat)) <= 0)) 
 stop("Covariance matrix not positive definite") 
 ones <- rep(1, length(er)) 
 top <- cbind(2*cov.mat, er, ones) 
 bot <- cbind(rbind(er, ones), matrix(0,2,2)) 
 A <- rbind(top, bot) 
 b.target <- as.matrix(c(rep(0, length(er)), 
target.return, 1)) 
 x <- solve(A, b.target) 
 w <- x[1:length(er)] 
 names(w) <- asset.names 
 er.port <- crossprod(er,w) 
 sd.port <- sqrt(w %*% cov.mat %*% w) 
 ans <- list("call" = call, 
       "er" = as.vector(er.port), 
       "sd" = as.vector(sd.port), 
       "weights" = w)  
 class(ans) <- "portfolio" 
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 ans 
 } 
globalMin.portfolio <- function(er, cov.mat) { 
 call <- match.call() 
 asset.names <- names(er) 
   er <- as.vector(er)      
   cov.mat <- as.matrix(cov.mat) 
   if(length(er) != nrow(cov.mat)) 
     stop("invalid inputs") 
   if(any(diag(chol(cov.mat)) <= 0)) 
     stop("Covariance matrix not positive definite") 
    cov.mat.inv <- solve(cov.mat) 
   one.vec <- rep(1,length(er)) 
   w.gmin <- cov.mat.inv %*% one.vec/as.vector(one.vec %*% 
cov.mat.inv %*% one.vec) 
   w.gmin <- rowSums(cov.mat.inv) / sum(cov.mat.inv) 
   w.gmin <- as.vector(w.gmin) 
   names(w.gmin) <- asset.names 
   er.gmin <- crossprod(w.gmin,er) 
   sd.gmin <- sqrt(t(w.gmin) %*% cov.mat %*% w.gmin) 
   gmin.port <- list("call" = call, 
      "er" = as.vector(er.gmin), 
      "sd" = as.vector(sd.gmin), 
      "weights" = w.gmin) 
   class(gmin.port) <- "portfolio" 
   gmin.port 
 } 
efficient.frontier <- function(er, cov.mat, nport=50, 
alpha.min=-0.5, alpha.max=1.5) { 
   call <- match.call() 
   asset.names <- names(er) 
   er <- as.vector(er) 
   cov.mat <- as.matrix(cov.mat) 
   if(length(er) != nrow(cov.mat)) 
     stop("invalid inputs") 
   if(any(diag(chol(cov.mat)) <= 0)) 
     stop("Covariance matrix not positive definite") 
   port.names <- rep("port",nport) 
   ns <- seq(1,nport) 
   port.names <- paste(port.names,ns) 
   cov.mat.inv <- solve(cov.mat) 
   one.vec <- rep(1,length(er)) 
   port.gmin <- globalMin.portfolio(er,cov.mat) 
   w.gmin <- port.gmin$weights 
   er.max <- max(er) 
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   port.max <- efficient.portfolio(er,cov.mat,er.max) 
   w.max <- port.max$weights     
   a <- seq(from=alpha.min,to=alpha.max,length=nport)   
   we.mat <- a %o% w.gmin + (1-a) %o% w.max  
   er.e <- we.mat %*% er        
   er.e <- as.vector(er.e) 
   names(er.e) <- port.names 
   cov.e <- we.mat %*% cov.mat %*% t(we.mat)  
   sd.e <- sqrt(diag(cov.e)) 
   sd.e <- as.vector(sd.e) 
   names(sd.e) <- port.names 
   dimnames(we.mat) <- list(port.names,asset.names) 
   ans <- list("call" = call, 
       "er" = er.e, 
       "sd" = sd.e, 
       "weights" = we.mat) 
   class(ans) <- "Markowitz" 
   ans 
   } 
#Graphing 4 frontier lines - empirical, sample, identity, 
and diagonal 
par(mfrow=c(2,2)) 
frontier1 = 
efficient.frontier(er=sample.mean,cov.mat=sample.cov) 
frontier2 = 
efficient.frontier(er=sample.mean,cov.mat=shrinkage.id) 
frontier3 = 
efficient.frontier(er=sample.mean,cov.mat=shrinkage.diag) 
frontier4 = 
efficient.frontier(er=sample.mean,cov.mat=emp.covmat) 
plot(frontier1$sd,frontier1$er,type='l',ylab='Expected 
Return',xlab='SD of Returns',main="200 Returns") 
lines(frontier2$sd,frontier2$er,col='red') 
lines(frontier3$sd,frontier3$er,col='blue') 
lines(frontier4$sd,frontier4$er,col='green',lty=2) 
legend('bottomright',legend=c('Sample','Identity','Diagonal
','Empirical'),col=c('black','red','blue','green'),lty=c(1,
1,1,2)) 
#Then graph frontiers for n=120, n=50, and n=20 
 
 
######Comparing Shrinkage Intensity##### 
monthly.returns = read.csv('Stock Returns 
Data.csv',header=T) 
emp.covmat = cov(monthly.returns[,2:16]) 
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emp.mean = as.matrix(sapply(monthly.returns[,2:16],mean)) 
require(MASS) 
sim.data = mvrnorm(n=200,mu=emp.mean,Sigma=emp.covmat) 
#Finding lambda for shrinkage with identity and diagonal 
lambda1.id = 
shrinkage.intensity(returns=sim.data,prior=A.id,sample=samp
le.cov)/length(sim.data[,1]) 
shrinkage.id = cov.create(lambda=lambda1,A=A.id) 
 
lambda1.diag = 
shrinkage.intensity(returns=sim.data,prior=A.diag,sample=sa
mple.cov)/length(sim.data[,1]) 
shrinkage.diag = cov.create(lambda=lambda2,A=A.diag) 
 
id<-c(lambda1.id,lambda2.id,lambda3.id,lambda4.id) 
diag<-
c(lambda1.diag,lambda2.diag,lambda3.diag,lambda4.diag) 
 
index<-c(20,50,120,200) 
#Graphing shrinkage intensity 
par(mfrow=c(1,2)) 
plot(index,id,type="l",xlab="Number of 
Returns",ylab="Shrinkage Intensity",main="Identity 
Shrinkage Estimator") 
 
#####Calculating Future Returns##### 
monthly.returns = read.csv('Stock Returns 
Data.csv',header=T) 
emp.covmat = cov(monthly.returns[,2:16]) 
emp.mean = as.matrix(sapply(monthly.returns[,2:16],mean)) 
require(MASS) 
sim.data = mvrnorm(n=200,mu=emp.mean,Sigma=emp.covmat) 
 
sample.cov = cov(sim.data) 
sample.mean = 
as.matrix(sapply(as.data.frame(sim.data[,1:15]),mean)) 
 
A.id = diag(1,15) 
A.diag = diag(diag(sample.cov),15) 
 
require(tawny) 
 
cov.create = function(lambda,A) { 
 sample.cov*(1-lambda)+A*lambda } 
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lambda1 = 
shrinkage.intensity(returns=sim.data,prior=A.id,sample=samp
le.cov)/length(sim.data[,1]) 
shrinkage.id = cov.create(lambda=lambda1,A=A.id) 
 
lambda2 = 
shrinkage.intensity(returns=sim.data,prior=A.diag,sample=sa
mple.cov)/length(sim.data[,1]) 
shrinkage.diag = cov.create(lambda=lambda2,A=A.diag) 
 
require(quadprog) 
 
getweights = function(Sigma) { 
 dvec = matrix(rep(0,15)) 
 amat = matrix(rep(1,30),ncol=2) 
 amat[,2]=sample.mean 
 amat = cbind(amat) 
 bvec = bvec = matrix(c(1,mean(sample.mean))) 
 weights = 
solve.QP(Dmat=Sigma,dvec=dvec,Amat=amat,bvec=bvec,meq=2)$so
lution 
 matrix(weights) } 
weights.sample = getweights(sample.cov) 
weights.id = getweights(shrinkage.id) 
weights.diag = getweights(shrinkage.diag) 
 
t(sample.mean) %*% weights.sample 
t(sample.mean) %*% weights.id 
t(sample.mean) %*% weights.diag 
 
t(weights.sample) %*% sample.cov %*% weights.sample 
t(weights.id) %*% shrinkage.id %*% weights.id 
t(weights.diag) %*% shrinkage.diag %*% weights.diag 
 
efficient.portfolio <- function(er, cov.mat, target.return) 
{ 
 call <- match.call() 
 asset.names <- names(er) 
 er <- as.vector(er)      
 cov.mat <- as.matrix(cov.mat) 
 if(length(er) != nrow(cov.mat)) 
 stop("invalid inputs") 
 if(any(diag(chol(cov.mat)) <= 0)) 
 stop("Covariance matrix not positive definite") 
 ones <- rep(1, length(er)) 
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 top <- cbind(2*cov.mat, er, ones) 
 bot <- cbind(rbind(er, ones), matrix(0,2,2)) 
 A <- rbind(top, bot) 
 b.target <- as.matrix(c(rep(0, length(er)), 
target.return, 1)) 
 x <- solve(A, b.target) 
 w <- x[1:length(er)] 
 names(w) <- asset.names 
 er.port <- crossprod(er,w) 
 sd.port <- sqrt(w %*% cov.mat %*% w) 
 ans <- list("call" = call, 
       "er" = as.vector(er.port), 
       "sd" = as.vector(sd.port), 
       "weights" = w)  
 class(ans) <- "portfolio" 
 ans 
 } 
globalMin.portfolio <- function(er, cov.mat) { 
 call <- match.call() 
 asset.names <- names(er) 
   er <- as.vector(er)      
   cov.mat <- as.matrix(cov.mat) 
   if(length(er) != nrow(cov.mat)) 
     stop("invalid inputs") 
   if(any(diag(chol(cov.mat)) <= 0)) 
     stop("Covariance matrix not positive definite") 
    cov.mat.inv <- solve(cov.mat) 
   one.vec <- rep(1,length(er)) 
   w.gmin <- cov.mat.inv %*% one.vec/as.vector(one.vec %*% 
cov.mat.inv %*% one.vec) 
   w.gmin <- rowSums(cov.mat.inv) / sum(cov.mat.inv) 
   w.gmin <- as.vector(w.gmin) 
   names(w.gmin) <- asset.names 
   er.gmin <- crossprod(w.gmin,er) 
   sd.gmin <- sqrt(t(w.gmin) %*% cov.mat %*% w.gmin) 
   gmin.port <- list("call" = call, 
      "er" = as.vector(er.gmin), 
      "sd" = as.vector(sd.gmin), 
      "weights" = w.gmin) 
   class(gmin.port) <- "portfolio" 
   gmin.port 
 } 
efficient.frontier <- function(er, cov.mat, nport=50, 
alpha.min=-0.5, alpha.max=1.5) { 
   call <- match.call() 
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   asset.names <- names(er) 
   er <- as.vector(er) 
   cov.mat <- as.matrix(cov.mat) 
   if(length(er) != nrow(cov.mat)) 
     stop("invalid inputs") 
   if(any(diag(chol(cov.mat)) <= 0)) 
     stop("Covariance matrix not positive definite") 
   port.names <- rep("port",nport) 
   ns <- seq(1,nport) 
   port.names <- paste(port.names,ns) 
   cov.mat.inv <- solve(cov.mat) 
   one.vec <- rep(1,length(er)) 
   port.gmin <- globalMin.portfolio(er,cov.mat) 
   w.gmin <- port.gmin$weights 
   er.max <- max(er) 
   port.max <- efficient.portfolio(er,cov.mat,er.max) 
   w.max <- port.max$weights     
   a <- seq(from=alpha.min,to=alpha.max,length=nport)   
   we.mat <- a %o% w.gmin + (1-a) %o% w.max  
   er.e <- we.mat %*% er        
   er.e <- as.vector(er.e) 
   names(er.e) <- port.names 
   cov.e <- we.mat %*% cov.mat %*% t(we.mat)  
   sd.e <- sqrt(diag(cov.e)) 
   sd.e <- as.vector(sd.e) 
   names(sd.e) <- port.names 
   dimnames(we.mat) <- list(port.names,asset.names) 
   ans <- list("call" = call, 
       "er" = er.e, 
       "sd" = sd.e, 
       "weights" = we.mat) 
   class(ans) <- "Markowitz" 
   ans 
   } 
frontier1 = 
efficient.frontier(er=sample.mean,cov.mat=sample.cov) 
frontier2 = 
efficient.frontier(er=sample.mean,cov.mat=shrinkage.id) 
frontier3 = 
efficient.frontier(er=sample.mean,cov.mat=shrinkage.diag) 
frontier4 = 
efficient.frontier(er=sample.mean,cov.mat=emp.covmat) 
#Calculating future returns using weights calculated from 
each covariance matrix 
cyr = read.csv("Current Year Returns.csv") 
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mean.2011 = as.matrix(sapply(cyr[1:$, 2:16], mean)) 
par(mfrow=c(2,2)) 
barplot(c(t(mean.2011)%*%weights.sample, 
t(mean.2011)%*%weights.id, t(mean.2011)%*%weights.diag), 
names.arg = c("Sample w", "ID w", "Diag w"), col="blue", 
ylim = c(0, 0.02), main="Using 200 Returns") 
#Do the same for n=120, 50, and 20 
 


